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Abstract
In the natural world, higher-level visual features (e.g., scenes and objects) systematically covary with specific lower-level 
constituent features (e.g., textures and patterns). This natural covariation makes it difficult to isolate aspects of behavior 
or brain activity that are specific to a single level of the feature hierarchy. For example, a particular neural or behavioral 
response may reflect recognition of a “jungle” scene, or it may reflect sensitivity to the lower-level features – leaf textures, 
dense vertical lines, etc. – that constitute jungle scenes. To address this challenge, we developed a novel approach for par-
tially decoupling higher- and lower-level features in naturalistic images. We employed a Stable Diffusion image generation 
framework to create a naturalistic image set in which setting–object pairings and texture–pattern pairings are factorially 
combined, enabling systematic manipulation of higher-level and lower-level image content. To validate our approach, we 
used state-of-the-art image-processing models to confirm that higher-level features are represented similarly regardless of 
their lower-level constituents and, conversely, that lower-level features are represented similarly regardless of the higher-
level objects/settings they constitute. We then confirmed that human participants can readily and rapidly categorize these 
features in our generated images. We present the image generation framework and introduce the SPOT (Settings, Patterns, 
Objects, Textures) Grid, a publicly available stimulus set accompanied by image-specific metrics (upon request: forms.gle/
X2HpzRYUGigFS1S27). This resource provides new opportunities for investigating hierarchical visual representations, 
feature binding, and abstraction across perception, behavior, and the brain.

Keywords  Visual hierarchy · Naturalistic stimuli · Feature binding · Generative models · Visual perception · Stimulus 
generation

Introduction

The natural visual world is hierarchically structured: high-
level visual features are systematically constituted by spe-
cific lower-level features. This nested structure spans the 
spectrum of feature levels – from higher-order scene catego-
ries to spatial primitives like edges. Consider a jungle envi-
ronment: jungle scenes reliably contain particular objects 
(foliage, vines) that exhibit textural regularities (leafy and 

bark surfaces, dappled light) which are, in turn, composed 
of reliable patterns of edges (organic striations, dense verti-
cal lines). Likewise, kitchen environments reliably contain 
particular objects (appliances, tiles) with specific textures 
(reflective surfaces, ceramic materials) composed of depend-
able edge patterns (consistent corner radii, rectilinear form 
repetition). These examples illustrate that the identity of 
any given scene and its component objects is intrinsically 
linked to lower-level visual statistics in the natural world, 
posing a fundamental challenge for unraveling how visual 
systems process information across different levels of the 
feature hierarchy. We refer to this interwoven structure as 
feature-level entanglement. In this context, we define lower-
level features as spatially local visual patterns including edge 
orientation, color, localized contrast, and textures (e.g., Por-
tilla & Simoncelli, 2000), whereas higher-level features are 
the emergent, global semantic identities – including discrete 
objects and scene categories.
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When attempting to disentangle how different levels of 
the visual hierarchy contribute to cognition, researchers face 
interpretive obstacles: responses attributed to high-level 
processing of scene or object identity may actually reflect 
sensitivity to co-varying low-level features, and vice versa. 
For instance, when a person or vision model categorizes 
a “jungle” scene, the specific visual features driving this 
behavior remain obscure: the response could reflect scene 
recognition, object detection, texture sensitivity, spatial 
frequency, etc. Likewise, differential neural activity driven 
by “jungle” versus “kitchen” images could originate from 
semantic, scene-level, object-level, textural, or edge-level 
differences, or complex combinations thereof. Indeed, neu-
ral representations of different scene categories differ as 
early as V1 (Park et al., 2011; Torralbo et al., 2013; Walther 
et al., 2009), indicating that the entanglement of higher- and 
lower-level visual features affects fundamental levels of vis-
ual processing. Entanglement also persists at later stages of 
visual processing: low-level image properties can be classi-
fied from activity in higher-order visual processing regions 
like inferotemporal cortex (Baldassi et al., 2013; Rice et al., 
2014; see also Long et al., 2018).

Researchers increasingly use computational models, 
including convolutional deep neural networks (DNNs), 
to dissociate the contributions of specific feature levels to 
cognition. These investigations typically employ post-hoc 
analytical approaches: first collecting responses to natural 
images, then using computational models to extract feature 
representations or region maps varying in low-level, high-
level, and/or semantic content. Behavior in, for example, 
memory encoding tasks (Bone et al., 2020; Morales-Torres 
et al., 2024) or attentional guidance paradigms (Hayes & 
Henderson, 2021, 2025; Pedziwiatr et al., 2021; Walter 
et al., 2024) can then be modeled in relation to these repre-
sentations or regions. While these approaches will remain 
critical, experimental designs could benefit from moving 
beyond analytical decomposition to incorporate a priori 
stimulus control that preserves ecological richness (Nastase 
et al., 2020). Ideally, researchers could create stimulus sets 
in which multiple feature levels can each be systematically 
controlled in naturalistic stimuli, permitting a cleaner isola-
tion of behavioral or neural effects related to specific levels 
of the visual feature hierarchy.

One approach for isolating feature levels is to “scramble” 
visual content. Techniques such as diffeomorphic warping or 
texture-synthesized scrambling (e.g., Freeman & Simoncelli, 
2011; Stojanoski & Cusack, 2014) transform natural visual 
content until, for example, higher-level features like objects 
are unrecognizable, while maintaining basic color, texture, 
or edge statistics. Although effective for isolating low-level 
content, these methods yield stimuli that lack the ecologi-
cal realism of the natural world. This creates a fundamental 
tradeoff: researchers must choose between well-controlled 

but scrambled images and realistic but fully entangled natu-
ral scenes.

A different approach manipulates images to control high-
level and/or low-level features while maintaining naturalis-
tic visual content. We took inspiration from such computer 
vision paradigms, including neural style transfer (Gatys 
et al., 2015). Style transfer leverages the representational 
hierarchy of convolutional DNNs to separate higher-level 
“content” (e.g., global layout and semantic identity) from 
lower-level “style” (e.g., local color and orientation statis-
tics). While “style” is a broad term in computer vision, it is 
often operationally defined in terms of texture: style rep-
resents the spatially invariant summary statistics of visual 
features, which capture local patterns rather than larger-
scale objects and geometry (Chen et al., 2025; Gatys et al., 
2015). That is, image stylization involves manipulating the 
visual appearance and texture of an image while preserving 
its layout and content (Frenkel et al., 2025). The possibil-
ity of independent feature manipulation was furthered by 
generative adversarial networks (GANs), such as StyleGAN 
(Karras et al., 2019), which can, unsupervised, learn latent 
representations that separate higher-order structure (e.g., 
pose or object identity) from lower-level variation (e.g., skin 
texture, lighting). Recent evidence suggests that the internal 
representations of these generative models converge with 
neural activity in the higher-order visual cortex, implying 
that these models may extract high-level visual content from 
raw sensory input in a biologically plausible manner (Dado 
et al., 2023). While GANs have excelled at certain tasks, 
their limitations (e.g., compute demand, training specific-
ity, mode collapse) and inferior image fidelity and diversity 
mean they have been surpassed in many respects by diffu-
sion-based models (Dhariwal & Nichol, 2021). Critically, 
GANs often lack the granular, user-defined control required 
to factorially cross specific high-level and low-level visual 
features, limiting their use for reliably creating stimuli with 
particular desired features.

The goal of this work is to build on prior research by 
developing a framework that generates realistic images in 
which higher-level semantic content and lower-level visual 
statistics are partially decoupled through factorial manipu-
lation of specific low- and high-level visual features. We 
accomplish this by systematically rendering different set-
tings and objects (high-level features) in different textures 
with specified patterns (low-level features), allowing us to 
create groups of images optimized for either high-level or 
low-level similarity (Fig. 1). It is important to emphasize 
that complete decoupling of low-level and high-level visual 
features is not possible – a high-level visual representation 
(e.g., a coffee cup) is necessarily constituted by specific low-
level features (e.g., the particular edges that make up its 
form). The goal of our approach is not to completely dis-
entangle low- and high-level features, but instead to allow 
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precise control over factorial combinations of particular 
high- and low-level features.

Our approach addresses the lack of user-defined con-
trol in GAN frameworks by leveraging a new generation 
of diffusion-based models. These architectures not only 
generate highly realistic images but also offer modular 
extensibility that allows for remarkable command over 
semantic content and visual style. This capability has been 
augmented by recent innovations like Low-Rank Adapta-
tion (LoRA; Hu et al., 2021), which enhances the quality 
and consistency of style rendering, and ControlNet (Zhang 
et al., 2023). ControlNet forces the generated image to fol-
low a structural “blueprint” that the user specifies with an 
input image, allowing us to specify particular locations 
where edges should appear in the generated image. Even 
with these extensions, however, generated images can vary 
substantially in quality. This requires validation to ensure 
the images meet high-quality standards for use in studies of 
behavior and the brain.

To meet these goals, we developed the SPOT (Settings, 
Patterns, Objects, Textures) framework: a generative pipe-
line designed to produce naturalistic stimuli with systemati-
cally manipulated higher-level and lower-level visual fea-
tures. We leveraged Stable Diffusion, integrated with LoRA 
and ControlNet, to synthesize an image set in which high-
level features (settings and objects) are factorially crossed 
with low-level features (textures and patterns) – see Fig. 2 
for visualization of this feature crossing. Initially, a large 
pool of 1594 images was produced within a 10 × 10 grid, 
crossing ten setting–object pairings with ten texture–pattern 
pairings. (For analyses of this full image set, see Supple-
mentary Information). From this pool, we curated an “inter-
mediate” 8 × 8 grid based on pilot data (see Supplementary 

Information), selecting the features and specific images asso-
ciated with the best categorization performance in human 
observers. A final representative subset of 64 images (with 
one image randomly chosen per cell of the 8 × 8 grid) was 
then selected for additional validation (Fig. 2). This subset 
validation is meant to demonstrate the viability of select-
ing images from the intermediate 8 × 8 grid as necessary. 
To validate the SPOT grid and the framework’s efficacy, 
we used four complementary computational models: two 
representing low-level visual features and two representing 
high-level visual features. These models confirmed that we 
successfully and systematically manipulated these feature 
levels across our image set. Finally, a human behavioral 
experiment with the 64-image set confirmed that partici-
pants could accurately and rapidly categorize each setting, 
object, texture, and pattern. The pattern of results across our 
modeling and human behavioral experiments was similar 
for the 64-image subset and the full set of 1594 images, 
supporting the flexible use of parts of the full image set in 
future experiments. These results establish the experimental 
viability of our SPOT generation framework and stimulus 
grid as a robust resource for future studies of visual behav-
iors and brain activity.

Methods

Materials

We generated an image library by factorially crossing two 
“high-level” features (setting and object) with two “low-
level” features (texture and pattern). For the purposes of 

Fig. 1     Categories of features within the 8 × 8 image set. A Setting 
and object are always paired (e.g., if an image contains the setting 
“underwater” it also contains the object “teacup”, row 1). B Texture 
and pattern are also always paired (e.g., if an image was made with 

the texture “paper” it was also made with the pattern “diamonds”, 
row 1). (see Fig.  S2 for the expanded set of features within the 
10 × 10 grid)
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this framework, a “high-level feature pair” is a specific 
setting–object combination, and a “low-level feature pair” 
refers to a specific texture–pattern combination (for vali-
dation of these designations, see Supplement/Low-level 
Feature Separation). Lastly, “4-feature grouping” refers to 
the combination of a high-level feature pair and a low-level 
feature pair.

An initial 1594 images were generated within a 10 
(high-level feature pairs) × 10 (low-level feature pairs) 
grid. This yielded 100 distinct 4-feature groupings that 
contain features consistent with their respective setting, 
object, texture, and pattern specification (Fig. S1). A 
series of pilot experiments were used to refine this to an 
optimized 8 × 8 grid, by dropping feature pairs associated 

Fig. 2    The 8 × 8 feature pair grid and the 64 images selected for addi-
tional validation (see Supplementary Information for full set of 1594 
images). Feature pairs are on the axes and images are in the cells. 
The x-axis represents the high-level feature pairs: setting (green) 
and object (teal). For example, the first column of images all depict 

“truck” (object) in “field” (setting) rendered in various textures and 
patterns. The y-axis represents low-level feature pairs: texture (blue) 
and pattern (purple). For example, the first row of images all depict 
different objects and settings rendered as if drawn with crayon (tex-
ture) and containing large horizontal edges (pattern)
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with worse behavioral labeling performance. All images 
used in the initial pilot studies, and their associated behav-
ioral performance, are available upon request at forms.gle/
X2HpzRYUGigFS1S27, and methods and results regard-
ing the 10 × 10 grid are reported in Supplementary Infor-
mation (Fig. S1–S7). The remainder of this paper focuses 
on images from the refined 8 × 8 grid.

Image generation

Images were made with the generative latent diffusion model 
Stable Diffusion (Rombach et al., 2022) XL using the pre-
trained SDXL 1.0 model (Podell et al., 2023). Initial noisy 
latents were processed with SDXL’s default refinement 
model for final denoising. An open-source user interface, 
Automatic1111 Stable Diffusion web UI (2022), was used as 
the generation platform (Fig. 3) to leverage its fine-grained 

Fig. 3     Screenshot of example generation within AUTOMATIC1111 
Web UI. Orange letters are overlaid to denote panes within the inter-
face: A Base model selection; B Prompt inputs; C Sampling param-

eters; D Basic model image parameters; E ControlNet input; F Con-
trolNet parameters; G Generate button; H Output gallery from the 
last generation event
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parameter control and integration with its extension library. 
All images were manually curated at the point of generation 
and generated with a resolution of 1024 × 1024 pixels. To 
maximize the subjective recognizability of the four target 
features, generation parameters were iteratively tuned. While 
specific settings were optimized at the image level, we pri-
marily employed either the Euler Ancestral or DPM +  + 2 M 
Karras sampling method, typically over 20 sampling steps. 
Other hyperparameters, such as classifier-free guidance scale 
(CFG) – which modulates how closely the generation pro-
cess follows the text prompt – were adjusted per 4-feature 
grouping and image. Precise metadata for every stimulus, 
including seeds and specific sampler settings, is embedded 
in the images, permitting reproduction and modification of 
any image. A given image is exactly reproducible if the same 
seed and parameters are used in the same version of the web 
user interface. If the seed changes while other parameters 
remain constant, image generation varies; see Fig. S4 for 
an example of image-generation variance within 4-feature 
groupings.

Features

Each image was generated to contain four distinct feature 
types: setting, object, texture, and pattern (Fig. 1). These 
four feature types were selected to span the representational 
hierarchy of the ventral visual stream, from local features in 
early visual cortex to semantic identity in the temporal lobe 
(Grill-Spector & Malach, 2004).

Individual features within a given feature type were 
chosen to minimize both functional and perceptual overlap 
with other features, as these form the basis for categoriza-
tion and brain representations (Greene et al., 2016; Martin 
et al., 2018). For example, “fork” and “chopsticks” have 
similar functions, and thus only one of those objects would 
be considered for use. Likewise, despite having very dif-
ferent functions, “spoon” and “shovel” are perceptually 
similar, and thus only one of those objects would have been 
considered.

We fixed the pairing of object and setting and the pair-
ing of texture and pattern to reduce the number of possible 
feature combinations (Fig. 1), while maintaining our goal 
of manipulating higher-level and lower-level features sepa-
rately. For example, images with the setting “underwater” 
always contain the object “teacup.” Texture and pattern 
were likewise paired: if an image was made with the tex-
ture “paper,” it was also made with the pattern “diamonds.” 
Pairing settings/objects and textures/patterns allowed us to 
achieve our goal of crossing high-level and low-level feature 
groupings without the complexity of manipulating each of 
the four feature types separately. If a given research ques-
tion requires each feature type to be manipulated separately, 
however, this approach is feasible in the SPOT framework 

(see Supplementary Information/Low-level feature separa-
tion; Fig. S8).

High‑level feature manipulation

Manipulation of the setting and object depicted in each 
image was achieved with the Stable Diffusion prompt input. 
For example, to generate a picture with the setting “field” 
and object “truck,” the prompt might be “a truck in a field.” 
More complex prompt addenda were sometimes used to 
refine the final setting and object; for instance, “truck in a 
field” might be appended with “(blue sky and clouds:0.7), 
(farm:0.2)” to ensure that images contained consistent fea-
ture representation across images with the same setting and 
object, depending on the other variables active in the genera-
tion process (see Fig. 4).

Numbers at the end of a parenthetical prompt element 
reflect parameter weight. These weights control the influ-
ence of prompt components on the image. For example, 
“(farm:0.2)” indicates that farm-related elements should 
be present, but only subtly. A weight of 1.0 represents the 
default prompt-component influence – i.e., without paren-
theses and a weight, 1.0 is the implicit parameter weight. 
Occasionally, negative prompts were also used. Entered as 
a separate input, negative prompts guide the model away 
from specified, unwanted visual elements. For example, if 
components active in the generation process have biased the 
model towards producing colorless images, entering (“black 
and white: 0.6”) into the negative prompt input might ensure 
that the model produces a colored image.

Low‑level feature manipulation

Modulating image textures and patterns posed a greater 
technical challenge, as standard text-to-image AI pipelines 
are not natively designed for low-level feature control. To 
modify texture, we employed Low-Rank Adaptation models 
(LoRAs; Hu et al., 2021). LoRAs fine-tune the SDXL base 
model’s cross-attention layers to depict specific image styles 
with minimal additional parameters. Because style and con-
tent are strongly connected in image models, it can be chal-
lenging to manipulate image style while preserving semantic 
content (Frenkel et al., 2025). To mitigate this, we manually 
selected publicly available, pre-trained SDXL LoRAs from 
Civitai and Hugging Face to create images with maximally 
differentiable textures. Typically, we increased the LoRA 
weight parameter until just before the other features depicted 
in the images (e.g., its object) began to become scrambled 
or absent, to maximize the amount of texture present in the 
final images. Some LoRAs require activation text in the 
prompt to trigger their use; in most cases, we added text to 
the prompt to trigger the LoRA and/or refine the appearance 
of the given textures in the image (Fig. 4).
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To modulate patterns, we employed ControlNet (Zhang 
et al., 2023) to add low-level edges at specific, consistent 
locations within images. ControlNet is a neural network 
architecture that can add spatially localized input conditions 
to a pretrained text-to-image diffusion model by controlling 

each level of the U-net within the base model. We employed 
Canny edge detection (Canny, 1986; Zhang, 2023) as a con-
ditioning method within the ControlNet implementation. 
Occasionally, an additional ControlNet model called Opti-
calPattern (Nacholmo, 2024) was used for additional, more 

Fig. 4   Two exemplar images (right) and relevant parameters used in their respective generation processes (left). Some images were created with 
fairly simple feature parameters (top), while others had more specifications (bottom)
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luminance-based pattern control (Fig. 4, bottom). Pattern 
templates (i.e., the user-imported detectmap images; Fig. 5B, 
right) were generated manually in Adobe Illustrator and 
exported at a resolution of 1024 × 1024 pixels before using the 
“invert” preprocessor method within AUTOMATIC1111 to 
prepare an inverted outline-style reference input. ControlNet 
weights, control mode, and guidance parameters varied across 
images depending on other active variables, but control mode 
was typically “balanced,” and guidance always spanned the 
bulk of the generation process (e.g., 0.05–0.98). Like LoRA 
weight parameters, we increased or extended the Control-
Net weight parameters until just before other features of the 
images began to become scrambled or absent, to maximize 
the appearance of the pattern edges in the resultant images.

We selected these specific low-level manipulations – tex-
ture and pattern – to address the fundamental challenge of 
manipulating low-level image structure while minimiz-
ing impact on high-level/semantic content. While textures 
provide a means to vary the local statistical properties of 
a scene, the pattern manipulation (via ControlNet) allows 
for the enforcement of specific edge orientations and spatial 
distributions. By imposing a consistent “edge backbone,” we 
create a stimulus set in which images in different high-level 
categories can share a specific structural blueprint of edge 
features (e.g., a spiral pattern applied to both a “jungle” and 
a “bedroom” scene). This approach enables a level of control 
over low-level features in naturalistic images that is often 
lost when using unmanipulated image sets.

Fig. 5     Low-level feature pairs. A Textures and B patterns from the 8 × 8 grid and the resources used to implement them (see Fig. S3 for the 
expanded set of low-level feature pairs set within the 10 × 10 grid)
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Modeling

Before presenting the images to human participants, we used 
computational models to assess whether we were success-
ful in systematically manipulating high-level and low-level 
visual features. These models served complementary roles: 
(1) indexing the degree to which the low-level (texture and 
pattern) content of the images remained similar when high-
level features (object and setting) varied, and (2) indexing 
the degree to which the high-level content of the images 
remained similar when low-level features varied (see Sup-
plementary Information for a third modeling approach that 
evaluates holistic perceptual similarity between images). 
The methods for using each model share some common 
steps, which are outlined below, followed by specific details 
for each model.

We used the EarlyVis model from the img2fmri package 
(Bennett & Baldassano, 2023) and a Gabor wavelet pyramid 
(Kay et al., 2008) to capture low-level edge-, texture-, and 
orientation-specific features characteristic of early stages 
of the visual cortex. By employing both a data-driven neu-
ral network and a formal analytical model, respectively, we 
ensured that validation of our low-level feature manipulation 
is not idiosyncratic to a particular model architecture. We used 
the Contrastive Language-Image Pretraining (CLIP) model 
(Radford et al., 2021) and Florence-2 (Xiao et al., 2023) to 
capture high-level, semantic category-level information. 
By using both a contrastive dual-encoder and a generative 
encoder-decoder (respectively), we ensured our high-level 
feature validation was not idiosyncratic to a single model’s 
training objective. While the internal architectures varied, all 
models followed a standardized analytical pipeline. For each 
model, images were input into the respective model to gener-
ate feature representations from the images. Then, for each of 
the models, we compared cosine similarity values between 
image representations that (a) shared the same low-level fea-
tures but varied in high-level features (i.e., same texture/pat-
tern, different object/setting); (b) shared the same high-level 
features but varied in low-level features (i.e., same object/
setting, different texture/pattern); or (c) shared neither of our 
manipulated features (baseline similarity). This allowed us 
to examine how manipulating features across the image grid 
influenced both low- and high-level visual representations.

Modeling of low‑level visual content

To model low-level visual content, we employed two com-
plementary approaches: a deep neural network-based pre-
diction of early visual cortical responses and a structural 
decomposition of images using Gabor wavelets.

We first used the EarlyVis model from the img2fmri pack-
age (Bennett & Baldassano, 2023). img2fmri is a Python 
package of artificial deep neural network models that predict 

group-level fMRI BOLD responses to images. The model’s 
architecture is based on the pretrained ResNet-18, and it 
was trained using data from the open-source BOLD5000 
project (Chang et al., 2019). The EarlyVis model’s output 
reflects predictions of neural responses located near the cal-
carine sulcus (from early visual regions, e.g., V1 and V2; 
see Chang et al., 2019 for definitional details).

Procedures outlined in the img2fmri documentation were 
followed to generate voxel-wise activation patterns for each 
image. We then mean-centered each voxel’s activity across 
images. We assessed the similarity of predicted early visual 
cortex responses for image pairs by computing the cosine 
similarity between their activation vectors. Pairwise correla-
tions between all image representations were subsequently 
sorted by whether the images shared low-level features only, 
high-level features only, or neither.

To complement the EarlyVis model, we performed a 
Gabor wavelet pyramid analysis (Carlin, 2023). This allowed 
us to quantify local orientation and spatial-frequency energy 
in the images, providing a structural, multi-scale metric of 
low-level information (e.g., Kay et al., 2008; Naselaris et al., 
2015). We converted images to grayscale and mean-centered 
luminance within each image. We used a Gabor bank con-
sisting of six scales ranging from 2 to 64 cycles per field 
of view (logarithmically spaced) at eight orientations (0°, 
22.5°, 45°, …, 157.5°) and two phases (0 and π/2​) to com-
pute quadrature pairs for local energy extraction; for each 
spatial scale, the stride was adjusted (N/f) to ensure appro-
priate sampling density across the pyramid. The resulting 
energy vector was calculated by squaring and summing the 
quadrature phase responses to all spatially localized energy 
maps across all scales and orientations. Because naturalis-
tic images inherently share similar statistical structures (1/f 
power spectrum, global luminance statistics), raw similarity 
scores between these vectors are often near ceiling; to isolate 
variance driven by our feature manipulations, we subtracted 
the grand mean energy vector (across the entire image set) 
from each individual image vector. As before, pairwise cor-
relations between all image representations were then sorted 
by whether the images shared low-level features only, high-
level features only, or neither.

Modeling of high‑level visual content

Modeling high-level visual similarity is a challenge as it 
involves capturing more abstract distinctions that may not 
be reflected in pixel-wise visual representations. To ensure 
our approach was not biased by a specific model’s training 
objective, we leveraged two different architectures: CLIP 
(Contrastive Language-Image Pretraining; Radford et al., 
2021), a contrastive dual-encoder; and Florence-2 (Flor-
ence-2-large-no-flash-attn; Xiao et al., 2023), a generative 
encoder-decoder.
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We first employed CLIP, a deep neural network trained on 
large-scale image–text pairs to learn joint visual and seman-
tic representations. CLIP is pre-trained to align visual and 
linguistic information in a shared vector space via a contras-
tive learning task that requires the model to distinguish cor-
rect image-caption pairs from a large set of incorrect exam-
ples. At test time, the model can therefore identify the textual 
description that most closely aligns with a given image’s 
embedding. We extracted textual descriptions of the images 
from the CLIP model (Radford et al., 2021; ViT-B/32 vari-
ant, implemented via the open_clip Python package) before 
vectorizing them with SBERT (Sentence BERT; Reimers & 
Gurevych, 2019; specifically the all-MiniLM-L6-v2 model. 
As with the EarlyVis model, this CLIP + SBERT procedure 
(henceforth summarized as “CLIP”) yielded a single vector 
for each image. To isolate the variance unique to our images, 
we applied a cocktail-blank demeaning procedure by com-
puting a global mean vector across all images – representing 
the “baseline” semantic content of the stimulus set – and 
subtracted it from each individual image vector. To evalu-
ate the similarity of visual-semantic representations across 
images, we computed pairwise cosine similarity between 
these vectors. We then sorted similarity values by whether 
the images shared only low-level features, only high-level 
features, or neither.

To verify CLIP results, we employed Florence-2 (Xiao 
et al., 2023). Unlike the contrastive learning of CLIP, Flor-
ence-2 uses a generative, autoregressive approach. It does 
not “search” for a match in a pre-existing embedding space; 
instead, it uses a transformer-based decoder to generate a 
sequence of tokens from scratch based on the visual input – a 
reconstructive process in which the model builds a descrip-
tion. For each image in our stimulus set, we used the < CAP-
TION > task prompt within Florence-2 to generate a concise 
description. Captions were then tokenized and converted 
into high-dimensional vectors using the same pre-trained 
SBERT model (Reimers & Gurevych, 2019). As with the 
CLIP analysis, we applied cocktail-blank demeaning by sub-
tracting the global mean vector from each individual image 
vector, and computed pairwise cosine similarities between 
each resultant image vector. These similarity values were 
subsequently sorted by whether the images shared low-level 
features only, high-level features only, or neither.

Model statistics

To test whether the models were significantly sensitive to 
our feature manipulations, we performed permutation-based 
significance tests on pairwise similarity scores between 
images. For each model, image pairs’ vectors were catego-
rized into three conditions: sharing high-level features only, 
sharing low-level features only, or sharing neither (baseline). 
(See Supplementary Information for an evaluation of the 

whole image set, for which similarity metrics from images 
that share all four features are additionally possible.) We 
then performed permutation tests (N = 10,000 iterations) to 
compare the mean similarities across these three conditions. 
For each comparison (e.g., Shared High-Level vs. Neither 
Shared), we calculated an observed difference in means. To 
generate a null distribution, we pooled the similarity scores 
from the two conditions being compared and randomly reas-
signed them to two surrogate groups of the original sizes. 
For each iteration, we calculated the difference in means 
between these randomly partitioned groups. A two-tailed 
p value was calculated from the proportion of shuffled trials 
for which the absolute difference in means met or exceeded 
our observed result, assessing whether images’ represen-
tational similarity was significantly driven by our targeted 
feature manipulations or driven by baseline noise or model 
bias. To account for multiple comparisons across conditions, 
all p values for modeling statistics were adjusted using Bon-
ferroni correction.

Experiment

Initial behavioral pilots of the images from the 10 × 10 grid 
(1594 images) were run to verify that participants (N = 88) 
were generally able to identify features. These pilot results 
are reported in Supplementary Information. On the basis of 
pilot data, four feature pairs were removed due to labeling 
performance. The result was a smaller 8 × 8 feature pair grid 
(Fig. 2). Additionally, data from this initial pilot indicated 
that some images were associated with poorer feature iden-
tification than others. We removed images for which (1) any 
participant mislabeled one of the four features and (2) mean 
response times were more than 2 SD above the grand mean. 
This resulted in a set of 484 images within the 8 × 8 grid.

64 images from this subselected set (one image for each 
4-feature grouping within the 8 × 8 grid) were selected for 
robust validation and used in the current experiment. In this 
experiment, each participant judged each feature (setting, 
object, texture, pattern) once for each of these 64 images 
from the 8 × 8 grid. Some of the remaining 420 images were 
used for practice and test phases within the main experiment.

Participants

Participants were recruited from Prolific (Prolific.co) until 
30 participants completed the full experiment. Participants 
were required to be based in the United States, have Eng-
lish as their primary language, and be 18–60 years old (11 
female, 19 male; mean age = 37.8; 70% White, 16.7% Black, 
6.7% Asian, 6.7% other). Participants who completed the full 
experiment were compensated a fixed amount ($12.50) at a 
rate of $15/h for an estimated participation time of 50 min 
(median completion time after data collection was 48.5 min). 
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An additional eight participants did not pass a test within 
three attempts (see Methods/Experiment/Feature Practice 
and Testing) and so did not continue to the main phase of 
the experiment (their data are not reported here); they were 
compensated at the same rate as other participants but based 
on a reduced estimated completion time.

The sample size of N = 30 was determined a priori using 
pilot data (see Supplementary Information) via the Python 
Pingouin statistical package. Specifically, we determined the 
generalized η2 effect sizes for the main effect of feature type 
on accuracy and response time from all pooled pilot data 
using a repeated-measures ANOVA. Using these empiri-
cal effect sizes, required sample sizes were calculated (via 
pg.power_anova) with an alpha of 0.05 and 80% statistical 
power. The accuracy data (pilot η2 = 0.34) yielded a mini-
mum sample size of N = 7; for the response time data (pilot 
η2 = 0.18), a minimum sample size of N = 14 was required. 
To ensure sufficient power, we selected a final sample size 
of N = 30.

Procedure

Upon recruitment, participants were forwarded via URL to 
the survey platform Qualtrics for consent processes, before 
being forwarded via URL to the experiment platform Pavlo-
via (pavlovia.org). Pavlovia is a website for hosting experi-
ments developed using PsychoJS (the JavaScript version of 
PsychoPy; Peirce et al., 2019), which was used to implement 
this experiment.

Feature training

Participants were first told to maximize their screen bright-
ness and sit a normal distance (~ 25 inches) from their 
screen. They were then informed that their task would be 
to label four features within images: the “setting,” “pri-
mary object,” “style” (texture), and “pattern.” They were 
told the images were created with AI, and that each image 
was explicitly generated to contain these four feature types. 
Participants were first given a text list of the possible labels 
(features) for settings, followed by the analogous lists for 
objects, then textures, and finally patterns.

We selected settings and objects from common catego-
ries that are likely intuitively familiar to our participants. 
The textures we selected and patterns we created are, how-
ever, not necessarily intuitively labelable. To ensure a high 
degree of mapping consistency between visual features and 
linguistic labels, the specific labels for our textures (e.g., 
“claymation” vs. “oil paint”) and patterns (e.g., “checker-
board” vs. “diamonds”) were taught to our participants. This 
ensured that the subsequent classification data reflected the 
participants’ perceptual discrimination of the features rather 
than their familiarity with the provided labels. In total, this 

additional label-training procedure for textures and patterns 
took about four and half minutes. To that end, we pre-gen-
erated a set of “training” images using the same procedures, 
textures, and patterns as for the main stimulus set. Each of 
these training images (Fig. 6A, bottom) was produced with 
the object “cat” and the setting “rooftop,” as these are not 
features present in the 8 × 8 feature grid.

After viewing the text texture list, eight texture-training 
images were presented simultaneously with their labels. Par-
ticipants viewed these training images for a minimum of 60 s 
before they could advance. Participants then viewed each 
individual texture training image, one by one, for a minimum 
of 10 s. These images were shown in a video depicting a 
magnified view of a portion of the image to better highlight 
its texture, accompanied by a text description of the texture 
(Fig. 6A, bottom left).

The same framework was then used to introduce the pat-
tern labels. First, eight pattern-training images were pre-
sented simultaneously (with their pattern labels) for at least 
60 s for study. After the training images for patterns were 
viewed simultaneously, participants viewed each individual 
pattern training image one by one for a minimum of 10 s. 
The images were shown alongside the actual pattern tem-
plate (Fig. 5B, right) in a video. The videos demonstrated 
the alignment between the pattern and the generated exam-
ple image by having red lines appear over the major edges 
of the black-and-white pattern image before being horizon-
tally translated across the screen onto the example image 
(Fig. 6A, bottom right).

Before proceeding to the next phase of the experiment, 
participants were explicitly told that settings and objects 
were paired, and that textures and patterns were paired, but 
that no other feature types were reliably paired. This was 
done to minimize behavioral variability that may occur if 
some participants realize the feature pairings and others do 
not. Lastly, before the testing phase, participants were told 
that they would select the label to a given image’s feature by 
pressing a number on their keyboard.

Feature practice and testing

Participants then entered a brief practice phase (Fig. 6B, 
top) to familiarize them with the general procedures. An 
image from the set of 420 images reserved for practice and 
testing was presented centrally with a feature report prompt 
(e.g., “Report: Setting”). All eight label options for the given 
feature type were presented below the prompt, alongside 
the keyboard number (1–8) assigned to each label for that 
participant. Label order was randomly determined for each 
participant and for each feature type when their participation 
commenced. In these eight practice trials, participants were 
allowed up to 20 s to respond. Participants also received 
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Fig. 6    Behavioral experiment procedure. A Instructions and training 
phase. Participants were introduced to the task before receiving lists 
of feature labels for each feature type. To ensure equivalent labeling 
performance across feature types, participants were given additional 
low-level label training by being shown texture-training (“style”) 

example images (bottom left) and pattern-training example images 
(bottom right). B Participants completed a very brief practice section 
(top) before being tested on their labeling performance (bottom), for 
which participants completed 1–3 test phases of 40 images each. C 
Main phase of the experiment
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feedback about their label selection after pressing a but-
ton corresponding to a label (i.e., “Correct!” if correct, or, 
e.g., “The correct answer was City”). Participants repeated 
this procedure for the eight practice images (each feature 
pair present in one practice image). Each feature type was 
prompted twice, consecutively and in pairs, but otherwise 
randomly determined (e.g., setting, setting, texture, texture, 
pattern, pattern, object, object). This brief practice phase 
was only implemented to familiarize participants with 
responding; regardless of their responses, participants pro-
ceeded to a testing phase.

The general procedure for the testing phase (Fig. 6B, bot-
tom) was similar to the practice phase. Participants again 
had 20 s to respond to a given image, but at the 10-s mark, 
red text appeared saying “Time’s up! Try to respond faster.” 
Participants were still allowed to respond until the image had 
been on-screen for 20 s, but responses were only considered 
correct for the purposes of the test if they were provided 
within 10 s of image onset. Participants repeated this test-
ing procedure for 40 images (drawn from the 420-image set 
reserved for practice and testing) per test phase. Each feature 
type was tested in ten-image miniblocks. The order of fea-
ture miniblocks was randomly determined per test. The first 
15 participants in our dataset were required to have correctly 
responded to ≥ 38 of test trials to pass; for the second half of 
data collection, this threshold was dropped to ≥ 34 to reduce 
the testing phase failure rate.

After each test, a 60-s break was provided alongside an 
encouraging message and performance feedback on the 
prior test. Participants were only permitted three attempts to 
pass the test. After passing the test, participants entered the 
main phase of the experiment. Thus, some participants only 
viewed 40 testing images (plus the eight practice images) 
before proceeding to the main phase, while others viewed 
80 or 120. Of the participants for whom data are reported: 
43.3% completed the testing phase on their first try; 46.7% 
completed the testing phase on their second attempt. If a 
participant did not pass by the end of the third test phase, 
they were informed that their participation would be ter-
minated, and were forwarded via URL back to Prolific for 
partial compensation at the promised rate (calculated based 
on median time to fail all three tests).

Image feature classification

Upon passing the test, participants began the main phase of 
the experiment (Fig. 6C). These trials were almost exactly 
like the testing trials: again, an image from the image set was 
presented centrally above a feature prompt (e.g., “Report: 
Setting”) with the eight feature labels displayed below along-
side their corresponding key number assignment. This main 
phase comprised four blocks in which each of the images 
from the 64-image set was displayed once. Each block was 

assigned a feature type prompt, such that all 64 images’ 
setting, object, texture, and pattern were tested in separate 
blocks. Block order was randomized across participants. 
Unlike the test phase, images were presented for only 10 s 
per judgment, and no feedback was presented as to the par-
ticipants’ accuracy on a given judgment.

Behavioral modeling

We analyzed participants’ performance using linear mixed-
effects models (LMMs) for response times and generalized 
linear mixed-effects models (GLMMs) for accuracy. This 
analysis was conducted using R, version 4.0.5 (R Core 
Team, 2022), with the lmer and glmer functions from the 
lme4 package (Bates et al., 2015). Response times (RT) 
for correct trials were log-transformed to satisfy normality 
assumptions and modeled using an LMM. Accuracy was 
modeled using a binomial GLMM with a logit link function.

Both models included feature type (Setting, Object, Tex-
ture, Pattern) as a fixed factor and a random intercept for par-
ticipants to account for individual differences in baseline per-
formance. We selected these random effects by starting with 
a maximal model (with all random effects specified) and then 
testing for over-parameterization with a principal component 
analysis of the random-effects variance–covariance estimates 
(using the rePCA function of the lme4 package) to determine 
the random effects that the data were capable of supporting 
(Bates et al., 2015). Excluded random-effects terms were 
removed based on least explained variance until the model 
converged. The Akaike information criterion indicated that 
removing terms identified by the PCA improved goodness 
of fit. Predictor estimate significance (based on conditional 
F-tests with Kenward–Roger approximation for the degrees of 
freedom) was computed using the tab_model function from 
the sjPlot package (Lüdecke, 2018; Wickham, 2018).

We employed effect coding for the feature type predictors, 
so the model intercept represents the grand mean (the aver-
age log RT for latency; the average log-odds for accuracy) 
across conditions. Individual coefficients represent the devi-
ation of each specific feature type from that grand mean. For 
the RT model, predicted values were exponentiated to report 
effects as back-transformed differences (BTD) in seconds. 
Results are reported as beta estimates, standard errors, and 
p values, with odds ratios provided for the accuracy model 
to facilitate interpretation.

Results

Image modeling

We first tested how our visual-feature manipulations influ-
enced image representations in the 64-image set selected 
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for additional behavioral testing (see Supplementary Infor-
mation for modeling results across all 1594 images). To do 
so, we examined similarity metrics between image repre-
sentations from four computational models. For low-level 
image representation analysis, we employed the img2fmri 
EarlyVis model and a Gabor wavelet pyramid analysis; for 
high-level image representation analysis, we utilized CLIP 
and Florence-2 models. For each model, we generated simi-
larity matrices based on their vector outputs and compared 
image pairs based on whether they shared high- or low-level 
feature pairs (see Fig. 7).

The img2fmri EarlyVis image representations (Fig. 7, 
top left) showed differential sensitivity to our feature type 
manipulations. Representational similarity was significantly 
higher for image pairs sharing only texture/pattern features 
compared to baseline (those sharing no features; Δ = 0.310; 
permutation test, p < 0.0001). Image pairs that shared only 

setting/object features also had significantly higher cor-
relations than those with no shared features (Δ = 0.159; 
p < 0.0001). Critically, however, a direct comparison 
revealed that correlations were much higher for images shar-
ing only texture/pattern than for those sharing only setting/
object (Δ = 0.151; p < 0.0001). This suggests that although 
EarlyVis is sensitive to our high-level feature manipulation 
(perhaps because settings/objects are necessarily reliably 
composed of particular low-level features), it is dispropor-
tionately sensitive to our low-level feature manipulations, 
consistent with an architecture modeling early visual cortex 
representations.

The Gabor Wavelet Pyramid Analysis (Fig. 7, bottom 
left) yielded a similar pattern of results. Image pairs shar-
ing only texture/pattern features showed significantly higher 
similarity compared to the baseline of no features shared 
(Δ = 0.164; p < 0.0001). While image pairs sharing only 

Fig. 7    Image modeling results on the subselected 64-image set from 
the 8 × 8 grid. Left: Low-level visual models. Right: High-level vis-
ual-semantic models. For each model, average image pair represen-
tational similarity is plotted for (1) images that share neither setting/

object nor texture/pattern (“no shared features”), (2) images that share 
only texture/pattern features, and (3) images that share only setting/
object features. Error bars represent SEM; ***p < .0001
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setting/object features also exhibited higher similarity than 
the baseline (Δ = 0.055; p < 0.0001), the Gabor wavelet rep-
resentations were significantly more sensitive to our texture/
pattern feature manipulation than to our setting/object fea-
ture manipulation (Δ = 0.109; p < 0.0001). These results val-
idate that our low-level feature manipulations successfully 
captured the local orientation and spatial frequency energy 
targeted by structural models of low-level visual content.

In contrast, CLIP representations (Fig. 7, top right) exhib-
ited the reverse pattern. Image pairs sharing only setting/
object features had substantially higher cosine similarity 
than baseline (Δ = 0.295; p < 0.0001). Image pairs sharing 
texture/pattern features also showed elevated similarity over 
baseline (Δ = 0.115; p < 0.0001). Critically, however, image 
pairs that only shared setting/object features were more simi-
lar than those that only shared texture/pattern (Δ = 0.180; 
p < 0.001). This suggests that although CLIP captures some 
elements of our low-level feature manipulation, it is primar-
ily sensitive to our high-level feature manipulation, which 
aligns with CLIP’s objective to encode high-level visual-
semantic associations over lower-level ones.

The Florence-2 representations (Fig. 7, bottom right) 
yielded a similar preference for our high-level feature 
manipulation. While sensitivity to our texture/pattern feature 
manipulation was present relative to baseline (Δ = 0.158; 
p < 0.0001), image pairs sharing only setting/object features 
showed a much larger increase in similarity compared to 
baseline (Δ = 0.430; p < 0.0001), as well as to those sharing 
only texture/pattern features (Δ = 0.271; p < 0.0001). This 
confirms that Florence-2’s generative, caption-based archi-
tecture is highly tuned to how we implemented our high-
level feature manipulation.

Together, these results validate that our feature pair 
manipulations in the SPOT Grid modulated distinct levels 
of visual representation. The EarlyVis and Gabor wavelet 
models were most sensitive to manipulations of texture and 
pattern, whereas CLIP and Florence-2 were primarily driven 
by manipulations of setting and object. This double dissocia-
tion confirms that our image generation process successfully 
manipulated low- and high-level visual content with some 
independence. These results are strikingly consistent with 
our supplementary analysis of the 1594-image set from the 
initial 10 × 10 grid (Fig. S6), indicating that this double-dis-
sociation is a robust characteristic of the entire SPOT Grid.

Image representations from a third model, DreamSim 
(Fu et al., 2023), trained on human similarity judgments 
and designed to represent images “holistically,” exhibited 
comparable sensitivity across both feature manipulations 
– suggesting that our feature manipulations may have altered 
low- and high-level visual content in a balanced manner; see 
Supplementary Information; Fig. S7.

Human behavior

In the human behavior validation experiment of the 
64-image subset, participants labeled image features with 
a high degree of accuracy (raw grand mean of partici-
pant-level accuracies = 96.8%, SD = 0.18), and responded 
quickly (raw grand mean of participant-level response times 
[RTs] = 2.28 s, SD = 1.17).

Participants’ accuracy varied by feature type (Fig. 8, 
left). The grand mean log-odds of a correct response 
(b = 3.55, SE = 0.08, z = 47.55, p < .001) corresponded 
to a model-estimated accuracy of 97.2%. Relative to 

Fig. 8    Feature judgment accuracy (left) and response time (for correct trials; right) plotted by feature type
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this average: accuracy was higher for object judgments 
(b = 0.74, SE = 0.16, z = 4.68, p < .001, odds ratio = 2.10; 
model-estimated accuracy = 98.6%) and pattern judg-
ments (b = 0.33, SE = 0.14, z = 2.40, p = .016, odds 
ratio = 1.39; model-estimated accuracy = 98.0%); accuracy 
was lower for setting judgments (b = – 0.30, SE = 0.11, 
z = – 2.68, p = .007, odds ratio = 0.74; model-estimated 
accuracy = 96.3%) and texture judgments (b = –  0.77, 
SE = 0.10, z = – 7.55, p < .001, odds ratio = 0.46; model-
estimated accuracy = 94.2%).

Participants’ response times also varied by feature type 
(Fig. 8, right). A linear mixed-effects model on log-trans-
formed RTs revealed a geometric grand mean RT of approxi-
mately 2.05 s. Relative to this grand mean: RTs were faster 
for object (b = – 0.082, SE = 0.008, z = – 10.23, p < .001; 
back-transformed difference [BTD] = 0.16 s faster) and pat-
tern judgments (b = – 0.054, SE = 0.008, z = – 6.69, p < .001; 
BTD = 0.11 s faster); RTs were slower for setting (b = 0.062, 
SE = 0.008, z = 7.64, p < .001; BTD = 0.13 s slower) and 

style judgments (b = 0.074, SE = 0.008, z = 9.09, p < .001; 
BTD = 0.16 s slower).

To better understand the nature of participants’ errors at 
the feature level, we constructed a confusion matrix illus-
trating the percentage of trials in which each true feature 
was labeled as each possible response (Fig. 9). Overall, 
participants exhibited few confusions across all features, 
with diagonal entries on the matrix (correct identifications) 
mostly ranging from 95 to 99%. Confusions were generally 
sporadic and did not reveal systematic mislabeling between 
features. Some deviation was observed in texture judgments, 
where accuracy ranged between 88 and 97%. No feature pair 
was confused at rates exceeding 3%, except for one: images 
depicting the texture “graffiti” were mislabeled as “oil paint” 
in 8% of trials. This elevated confusion rate was primarily 
driven by three participants (out of 30) who consistently 
confused these textures. When these three participants 
were excluded in a post-hoc analysis, the confusion rate 
between “graffiti” and “oil paint” dropped to 3%, aligning 

Fig. 9    Confusion matrices for each feature type. Matrices depict the percentage of trials for which participants guessed a feature (x-axis) given 
the true feature the image depicted (y-axis). Percentages are rounded to the nearest integer
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with confusion rates seen for other features. This suggests 
that while a few participants can confuse these categories, 
this confusion is not pervasive across participants. Future 
users of this image set might consider additional training 
focusing on these textures to reduce such errors, if ceiling 
performance is desired. (See Fig. S5 for human behavior 
results from the pilot, which includes the expanded features 
from the 10 × 10 grid.)

Discussion

A central challenge in the study of natural vision is that 
features at different levels of the visual hierarchy are “entan-
gled” in natural scenes: higher-level visual features (like set-
tings and objects) are systematically constituted by specific 
lower-level features (like textures and edge patterns); a “jun-
gle” is not just a semantic label, but a predictable collection 
of leafy textures and particular edge distributions. As such, 
independent manipulation of these different types of visual 
features remains unattainable in naturalistic scene images. 
Historically, researchers have faced a methodological com-
promise: use scrambled, “unnatural” stimuli to isolate 
low-level features, or use rich, natural images at the cost of 
experimental control. The SPOT (Settings, Patterns, Objects, 
Textures) Grid aims to mitigate this tradeoff. By leverag-
ing the modular architecture of Stable Diffusion – specifi-
cally the structural guidance of ControlNet and the stylistic 
precision of LoRA – we factorially crossed high-level set-
ting–object feature pairs with low-level texture–pattern fea-
ture pairs to partially decouple these features in naturalistic 
scene images.

Our validation confirmed that our generation process 
could separately target low-level or high-level features and 
further showed that the manipulated features were perceptu-
ally identifiable. Computational models of low-level visual 
processing (img2fmri EarlyVis, Gabor wavelet pyramid) 
and of high-level/semantic image properties (CLIP, Flor-
ence-2) revealed preferential tuning to our low- and high-
level features, respectively, confirming that our manipula-
tions targeted the intended levels of the hierarchy: setting/
object features were represented similarly regardless of their 
lower-level texture/pattern features, and texture/pattern fea-
tures were represented similarly regardless of the higher-
level settings/objects they constitute. Furthermore, human 
behavioral data demonstrated rapid and accurate identifica-
tion of all four feature types in each scene image with mini-
mal confusion, confirming the perceptual intelligibility and 
differentiability of features within the images.

Traditional approaches typically face a choice between 
using artificial stimulus modulations or natural images. Arti-
ficial stimulus modulations (e.g., phase scrambling, texture 
synthesis) can isolate features, but they disrupt ecological 

validity and potentially mask real-world dynamics (Balas, 
2012; Felsen & Dan, 2005; Hasson et al., 2010; Mante et al., 
2008; Olshausen & Field, 2005; Simoncelli & Olshausen, 
2001). In contrast, natural images preserve ecological 
validity but exhibit uncontrolled co-variation between 
feature types, requiring post hoc computational modeling 
to probe specific feature-level contributions. While both 
methodological approaches remain key to understanding 
how feature levels contribute to cognition, our framework 
provides a new “bridge” method that maintains naturalis-
tic “anchors” – identifiable real-world objects and settings, 
coherent 3D spatial layouts, object–background segmenta-
tion, etc. – while allowing factorial control over features at 
different levels of the visual hierarchy. This lets researchers 
build hypothesis-relevant feature manipulations into their 
experimental designs while retaining much of the richness 
of natural scenes.

The SPOT framework offers potential value in cogni-
tive domains where separating feature-level information 
is desired, such as memory, attentional guidance, concept 
learning, and aesthetic preference (Bone et al., 2020; Hayes 
& Henderson, 2021, 2025; Huebner & Gegenfurtner, 2012; 
Iigaya et al., 2021; Morales-Torres et al., 2024; Pedziwiatr 
et al., 2021; Walter et al., 2024; Wutz et al., 2018). It may 
also benefit research on the mechanics of perceptual systems 
(e.g., Reddy et al., 2021; Richter et al., 2024; Stecher et al., 
2025).

Our work shows the growing utility of generative models 
for precise experimental control. We invert the typical logic 
of using neural networks to model perception and instead 
use the model’s latent structure to synthesize stimuli with 
highly targeted properties along the feature hierarchy. Much 
of the prior work has focused on generative adversarial net-
works (GANs) (Cooper et al., 2023; Dado et al., 2023; Goe-
tschalckx et al., 2021; Karras et al., 2019; Son et al., 2022). 
For example, Son et al. (2022) used GANs to systematically 
control image properties, creating a “scene wheel” tool that 
transitions visual properties between realistic scenes along 
a circular continuum. Advanced GANs can disentangle 
scene features (Yang et al., 2021), but much of their use 
has focused on generating face stimuli across disentangled 
dimensions like pose, facial expression, age, etc. (Kammoun 
et al., 2022). GANs, however, face limitations in terms of 
computational resources, image resolution, mode collapse, 
limited image variety, and image artifacts (Gui et al., 2020; 
Pettini et al., 2024); for these and other reasons, GANs have 
been surpassed in many respects by the kind of diffusion-
based models used herein (Dhariwal & Nichol, 2021).

While diffusion-based models have resulted in some 
extremely large generated image sets – e.g., DiffusionDB, 
with 14 million images (Wang et al., 2023) – they have thus 
far received less attention in cognitive domains. Relevant 
diffusion-based pipelines have been used to generate visual 
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anagrams by holding local image parts constant and vary-
ing their global arrangement (Boger & Firestone, Forthcom-
ing; Doshi et al., 2025), which functionally keeps textures 
constant across images depicting different objects. This 
image set, however, lacks naturalistic scene images, may 
have a limited range of textures it can represent, and can-
not maintain spatially consistent low-level edge information 
across image transitions. Another recent set used the SDXL 
base model and varied low-level properties within a given 
semantic category (Pettini et al., 2024), but did not allow 
comparisons across categories with matched low-level fea-
tures. We used the same diffusion base and added LoRA and 
ControlNet extensions, enabling systematic manipulation of 
both style and edge properties.

High-level visual concepts are commonly operationalized 
as object and scene categories, given their ecological rel-
evance and the difficulty of predicting them from raw pixels 
(DiCarlo et al., 2012), but the choice of which low-level fea-
tures to target for our stimuli was less clear. In classical vis-
ual processing hierarchies, early-to-intermediate represen-
tations encompass many properties, ranging from contrast 
and local spatial frequency to summary statistics, surface 
curvature, and color distributions (Cant & Goodale, 2007; 
Freeman & Simoncelli, 2011; Groen et al., 2017; Long et al., 
2018). Within the SPOT Grid framework, our operationali-
zation of “low-level” features was deliberately focused on 
two major, complementary axes: spatial layouts of edges 
(“patterns”) and surface properties (“textures”). This selec-
tion was driven primarily by the theoretical relevance of 
these features’ correspondence to representations in early 
visual cortex: our “pattern” manipulation enforced localized 
edge contours corresponding to early V1-like orientation 
features (Canny, 1986; Hubel & Wiesel, 1962; Walther et al., 
2011), whereas “textures” modulated surface statistics and 
color distributions known to be represented in more anterior 
visual regions like V2 and V4 (Freeman & Simoncelli, 2011; 
Movshon & Simoncelli, 2014; Portilla & Simoncelli, 2000; 
Winawer & Witthoft, 2015). Additionally, these two features 
can be directly controlled through extensions of contempo-
rary diffusion models (ControlNet residual spatial condi-
tioning and LoRA cross-attention fine-tuning). Nevertheless, 
this choice constitutes a deliberate design boundary for the 
SPOT Grid images, and our image set does not indepen-
dently isolate nor systematically manipulate every low-level 
visual property (e.g., unmanipulated global spatial frequency 
bands or isolated chromaticity channels). Researchers seek-
ing to isolate specific alternative feature dimensions may 
need to apply post-hoc image filtering or extend the SPOT 
framework using different extension models that manipulate 
those alternative features.

The SPOT grid manipulates two pairs of four features 
to limit factorial complexity and provide proof of concept. 
Our framework does, however, have the potential to enable 

manipulation of more than just two feature levels at once 
(see Supplementary Information/Low-level feature separa-
tion for separate manipulations of texture and pattern). For 
example, this framework may be able to expand the cur-
rent two-dimensional grid into a four-dimensional grid that 
independently crosses setting, object, texture, and pattern 
– or even additional features. Probing the visual hierarchy 
this way could lead to better models of cognition. However, 
more diverse feature sets and neuroimaging validation are 
needed before we can make strong claims about how well 
these methods can disentangle visual composition. As gen-
erative tools improve, however, they may allow researchers 
to create flexible, naturalistic stimuli that make these studies 
increasingly precise.

Despite its strengths, the SPOT framework has limita-
tions. Our approach reduces, but does not fully disentan-
gle, the inherent coupling between high-level and low-level 
visual features. While our framework offers greater com-
positional control than conventional image sets, it does not 
– and foreseeably cannot – eliminate the inherent coupling 
between high- and low-level visual features. Scene catego-
ries are, to some degree, inseparable from their composite 
low-level attributes. Jungle scenes, for example, are consist-
ently defined by foliage, leafy textures, organic striations, 
green hues, tangled edge patterns, etc. Likewise, kitchen 
scenes are defined by particular objects, surface types, and 
structured layouts. At least some of these low-level proper-
ties must be present to evoke the perception of their associ-
ated high-level category (Walther et al., 2011). This inter-
dependence reflects how the visual world is structured. As 
such, even when we carefully manipulate lower-level proper-
ties of scene images, deep interdependence between feature 
levels remains.

Crucially, while we factorially manipulate textures and 
edge patterns, other features – especially mid-level features 
– may remain entangled with high-level identity. These 
mid-level features include color prototypicality, global form 
(coarse spatial layout), scale and proportion, volumetric con-
tour (3D mass), affordances, characteristic silhouette (2D 
outline), etc. (Bonner & Epstein, 2017; Leopold & Afraz, 
2021; Long et al., 2016; Ostwald et al., 2008; Zeki & Marini, 
1998). An image of a “backpack,” for example, necessar-
ily maintains certain characteristics to remain identifiable, 
even when its low-level properties (specific edges and tex-
tures) are altered. An image of a “backpack,” for example, 
is presumably inextricable from many of its affordances: its 
capacity for containment as a hollow volume, its portabil-
ity, graspability, and wearability. These affordances persist 
in our “backpack” stimuli regardless of the specific low-
level properties that we manipulate, i.e., the texture in which 
the image is rendered or how the image’s edge densities 
and orientations vary. For an object to be perceivable as a 
backpack, such affordances associated with mid-level visual 
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representations must, at least in part, be present – illustrating 
how high-level identity is constrained by mid-level structural 
features.

Further, residual coupling between low-level and high-
level features may be more pronounced for some categories 
than others. Future work might achieve greater decoupling 
by selecting categories with more flexible visual attributes, 
such as replacing specific objects with more abstract func-
tional categories. For example, one might replace “back-
pack” with “object for carrying” to increase low-level vari-
ability within the high-level category. This specification 
might also reduce the entanglement of mid-level affordances 
like “wearability” – e.g., a bucket is an “object for carrying” 
but cannot be worn – though it would not necessarily reduce 
the entanglement of other affordances like graspability (e.g., 
a bucket can still be grasped like a backpack). Our approach 
is flexible enough to accommodate such an approach, and 
this ability to control and cross features systematically rep-
resents a methodological advance that can support further 
attempts to manipulate information at different levels of the 
visual hierarchy.

We used generative models off-the-shelf to demon-
strate the viability of this framework. While this approach 
affords ease of use, future work could benefit from advanc-
ing more integrated techniques. For instance, researchers 
could leverage perception models in a closed-loop manner 
to systematically tune generation parameters toward maxi-
mal between-feature distances and minimal within-feature 
noise or overlap. Neuroimaging studies using these stimuli 
would also help clarify which brain regions are selectively 
responsive to setting, object, texture, and edge-level infor-
mation – and how such information is integrated or segre-
gated across the cortical hierarchy.

We encourage researchers to consider several factors 
when using the SPOT Grid or framework. While objects 
and settings are relatively intuitive and familiar categories 
to label, participants are less likely to label textures and 
patterns spontaneously. Our participants underwent cat-
egory training to ensure reliable labeling of textures and 
patterns, and we provide these procedures publicly (upon 
request: forms.gle/X2HpzRYUGigFS1S27). Researchers 
using these images should consider the demands of their 
paradigm – for example, whether ceiling-level labeling 
is desired – and adapt any training or stimulus selection 
accordingly. Second, although feature accuracy and rep-
resentational differences were robust on average, variabil-
ity exists at the level of individual images. Researchers 
may wish to pretest, filter, or supplement stimuli from our 
image sets depending on their specific goals and experi-
mental designs. Lastly, we found that for some combina-
tions of components in the generation process, intelligible 
scene images could not be reliably produced. This suggests 

that the pipeline's quality and generalizability depend on 
the representational flexibility of the underlying elements. 
For example, if a LoRA was trained on a very small or 
unique set of images (e.g., paintings from 16th-century 
Italy), it plausibly impedes the diffusion models’ ability 
to reliably depict a given object outside of that training 
set (e.g., airplanes).

Conclusion

We introduced a novel stimulus generation framework 
that enables researchers to partially disentangle high- 
and low-level visual features in naturalistic images. This 
SPOT Grid framework provides a validated, adaptable, 
and relatively off-the-shelf tool for probing how various 
types of compositional visual information are encoded 
across computational models, human behavior, and the 
brain. This framework opens new opportunities for pre-
cise, controlled, and naturalistic experimentation in visual 
cognition.
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